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Abstract

Fixed-point continuation (FPC) is an operator-splitting and continuation based approach for

solving minimization problems with `1-regularization:

min ‖x‖1 + µ̄f(x). (1)

We investigate the application of this algorithm to compressed sensing signal recovery, in which

f(x) = 1
2
‖Ax − b‖2M , A ∈ Rm×n and m ≤ n. In particular, we extend the original algorithm to

obtain better practical results, derive appropriate choices for M and µ̄ under a given measurement

model, and present numerical results for a variety of compressed sensing problems. The numerical

results show that the performance of our algorithm compares favorably with that of several recently

proposed algorithms.
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1 Introduction

This paper is concerned with computing sparse solutions x ∈ Rn for under-determined linear systems

Ax = b, where A ∈ Rm×n and m < n (in many cases m � n). We study a fixed-point continuation

algorithm (FPC) in detail and numerically compare it to three other recent algorithms. FPC, GPSR

[28] and l1−ls [31] solve the weighted least-squares formulation

min
x∈Rn

‖x‖1 +
µ̄

2
‖Ax− b‖2M , (2)

where M is positive definite. StOMP is a greedy approach [18].

1.1 Background

In some applications, sparse solutions, that is, vectors that contain many zero elements, are preferred

over dense solutions that are otherwise equally suitable. For instance, in statistics a sparse set of

parameter estimates identifies the most important explanatory variables more definitively than one in

which all the estimates are nonzero.

A direct, but computationally intractable, method for finding the sparsest solution vector x is to

minimize the so-called “`0-norm”, that is, the number of nonzeros in a vector. On the other hand,

minimizing or limiting the magnitude of ‖x‖1 has long been recognized as a practical substitute, as the

two are equivalent under suitable conditions. This yields the so-called basis pursuit problem [9]

min
x∈Rn

{‖x‖1 |Ax = b} . (3)

Some early work is in the area of geophysics, where sparse spike train signals are often of interest, and

data may include large sparse errors [10, 36, 49, 51]. Similar to the statistical example described above,

the signal processing community uses the `1-norm to describe a signal with just a few waveforms. For

more information on both of these fields, see [40, 9, 52, 22, 42].

If the “observation” b is contaminated with noise ε, i.e.,

b = Ax+ ε,

then an appropriate norm of the residual Ax−b should be minimized or constrained. Such considerations

yield a family of related optimization problems. For instance, if the noise is Gaussian then the `1-

regularized least squares problem

min
x∈Rn

‖x‖1 +
µ̄

2
‖Ax− b‖22, (4)

would be appropriate, as would the Lasso problem [52]

min
x∈Rn

{
‖Ax− b‖22 | ‖x‖1 ≤ t

}
, (5)

which is equivalent to (4) given appropriate constants µ̄ and t. Our formulation (2) is equivalent to (4)

in the sense that (4) is (2) with M = I, and a weighting M can be incorporated in (4) by multiplying

A and b on the left by M1/2. We use the explicitly weighted formulation (2) because it arises naturally

from the stochastic measurement model introduced in Section 3.1.

1.2 `1-Regularization and Compressed Sensing

Compressed Sensing is the name assigned to the idea of encoding a large sparse signal using a relatively

small number of linear measurements, and minimizing the `1-norm (or its variants) in order to decode

3



the signal. The current burst of research in this area is traceable to new results reported by Candes et

al [7, 5, 6], Donoho et al [16, 56, 17] and others [48, 54]. Applications of compressed sensing include

compressive imaging [60, 61, 50], medical imaging [39], multi-sensor and distributed compressed sensing

[2], analog-to-information conversion [55, 32, 35, 34], and missing data recovery [63]. Compressed

sensing is attractive for these and other potential applications because one can obtain a given quantity

of information with fewer measurements in exchange for some additional post-processing.

In brief, compressed sensing theory shows that a sparse signal of length n can be recovered from

m < n measurements by solving any appropriate variant of (3), (4), (5), etc., provided that the

m × n measurement matrix A possesses certain “good” properties. To date, random matrices and

matrices whose rows are taken from orthonormal matrices (such as partial discrete cosine transform

(DCT) matrices) have been proven to be “good”. These matrices are invariably large and dense, which

contradicts the usual assumption made by conventional optimization solvers that large-scale problems

appear with sparse data. The size and density of the data involved further suggest that solution

algorithms should not require large linear system solves or matrix factorizations, and should take full

advantage of available fast transforms like FFT and DCT. Thus it is necessary to develop dedicated

algorithms for compressed sensing signal reconstruction that have the afore mentioned properties and

are as fast and memory-efficient as possible.

1.3 Several Recent Algorithms

Orthogonal Matching Pursuit (OMP) [40, 53] and its successor Stagewise Orthogonal Matching Pursuit

(StOMP) [18] greedily identify columns of A that were likely used in the linear combination b = Axs,

where xs is a sparse signal. Starting from nothing, columns are chosen based on their inner products

with the residual b−Ax, where x is the least squares estimate defined by setting the unchosen columns’

components to zero. The difference between OMP and StOMP is that the former chooses one new

column per iteration, while the latter applies statistical thresholding to (hopefully) choose more than

one. Thus, StOMP runs much faster, but has a reduced probability of finding a good solution, and is

more difficult to use in new situations. Both algorithms’ main computational cost is the solution of the

reduced least squares problems. One would therefore expect these algorithms to perform best when xs
is very sparse.

There are some algorithms for solving (4) whose main computational costs are matrix-vector multi-

plications. Gradient Projection for Sparse Reconstruction (GPSR) was recently proposed by Figueiredo,

Nowak and Wright [28]. They reformulate (4) as a bound-constrained quadratic program and apply

projected gradient steps, optionally applying Barzilai-Borwein steps (GPSR-BB) to accelerate conver-

gence. As shown in [12], line search is required to assure global convergence with BB steps. Thus

Figueiredo, Nowak and Wright also provide a monotone variant of GPSR-BB.

The algorithm of Kim, Koh, Lustig and Boyd [31] solves (4) with an interior-point method that

uses a preconditioned conjugate gradient (PCG) method to approximately solve linear systems in a

truncated-Newton framework. The authors exploit the structure of the Hessian to construct their pre-

conditioner and show that accurate solutions for Magnetic Resonance Imaging (MRI) problems can be

obtained with about a hundred PCG steps. The Matlab code for their algorithm is named l1−ls.

The present authors derived an optimality condition for problem (1), based on which we developed

a fixed-point iterative framework that is globally convergent for convex, but not necessarily strictly

convex, functions f(x) [30]. In addition, we obtained q-linear convergence, even finite convergence

for some quantities, without assuming strict convexity, nor uniqueness of solution. The fixed-point

continuation (FPC) algorithm for large-scale instances of (2) was also introduced in [30].

Some earlier algorithms that either utilize PCG or just use matrix-vector multiplications include

[9, 33, 26, 27]. However, numerical results reported in [18, 28, 31] indicate that these earlier algorithms
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are not as efficient as the more recent ones mentioned above.

In this work, we extend our theoretical study by presenting implementation details and numerical

experiments concerning the application of the FPC algorithm to compressed sensing problems. We

also compare FPC to StOMP, GPSR and l1−ls, and show that of these algorithms, FPC appears to

represent a good balance of robustness, accuracy and speed.

1.4 Notation and Organization

For simplicity, we let ‖ ·‖ := ‖ ·‖2, the Euclidean norm. The weighted Euclidean norm corresponding to

positive definite matrix M is ‖ · ‖M := ((·)TM(·))1/2. The support of x ∈ Rn is supp(x) := {i : xi 6= 0}.
We use g to denote the gradient of f ; that is,

g(x) = ∇f(x)

H(x) = ∇2f(x).

In particular, g(·) = A>(A(·)− b) and H = A>A when f(·) = ‖A(·)− b‖2/2, and g(·) = A>M(A(·)− b)
and H = A>MA when f(·) = ‖A(·)− b‖2M/2. For any index set I ⊆ {1, . . . , n} (later, we will use index

sets E and L), |I| is the cardinality of I and xI is defined as the sub-vector of x of length |I| consisting

only of components xi, i ∈ I. Similarly, for any vector-valued mapping h, hI(x) denotes the sub-vector

of h(x) consisting of hi(x), i ∈ I, and for any matrix A, AI is the sub-matrix of A consisting of the

columns of A whose indices are in I. The set of solutions of Problem 1, or as a special case, Problem

2, is denoted by X∗. The normal distribution with zero mean and variance σ2 is denoted N(0, σ2).

The paper is organized as follows. In Section 2, we study a fixed-point iteration scheme for solving

problem (4) or (2), which is also widely referred to as the soft-shrinkage iterations. Our continuation

algorithm, which utilizes the fixed-point iterations, is given with full details in Section 3. Section 4

describes the setup of our extensive numerical experiments in which our continuation algorithm was

compared with a few state-of-the-art algorithms on several classes of problems. We present the experi-

ment results in Section 5, and finally conclude the paper in Section 6.

2 Fixed-Point Iterations

2.1 Basic Formula

The basic update formula of the FPC algorithm (see Algorithm 1, Steps 10 and 11) at the kth iteration

is

xk+1 ← sν ◦ h(xk), (6)

where the operators h and sν perform gradient descent on f and shrinkage on h(xk), respectively:

h(·) = (·)− τg(·) (7)

sν(·) = sgn(·)�max{| · | − ν,0}, (8)

and the parameter ν is defined as

ν =
τ

µ̄
> 0.

Several approaches lead to the iterations (6). One of the simplest is forward-backward operator

splitting. Let φ(·) = φ1(·) + φ2(·), where both φ1 and φ2 are convex. Minimizing φ is equivalent to

finding x such that 0 ∈ T1(x)+T2(x) for T1 = ∂φ1 and T2 = ∂φ2, both of which are maximal monotone

5



operators. For some τ > 0, if (I + τT1) is invertible and T2 is single-valued, then

0 ∈ T1(x) + T2(x) ⇐⇒ 0 ∈ (x+ τT1(x))− (x− τT2(x))

⇐⇒ (I − τT2)x ∈ (I + τT1)x

⇐⇒ x = (I + τT1)−1(I − τT2)x. (9)

Equation (9) leads to the forward-backward splitting algorithm for finding a zero of T :

xk+1 := (I + τT1)−1(I − τT2)xk. (10)

To apply (10) to Problem (1), let φ1(·) = ‖ · ‖1 and φ2(·) = µ̄f(x). Then recognition that T2 = µ̄g,

(I − µ̄T2)(·) = h(·), and (I + µ̄T1)−1(·) = sν(·) completes the derivation of (6). It is easy to prove

(see [11] for example) that (9) is a necessary and sufficient condition for x to minimize (1), and (10)

converges if τ < 2/λmax(H) for quadratic f . A more straightforward optimality condition is

−µgi(x
∗) ∈ ∂|x∗i |, (11)

where ∂|x∗i | is the subdifferential of | · | at x∗i .

Forward-backward operator splitting has a long history. Previous work, listed chronologically, in-

cludes [47, 19, 37, 46, 41, 29, 20, 8, 43, 57]. The comprehensive review [11] of forward-backward splitting

methods for signal recovery contains rich results and applications of (10). A number of recent works have

proposed, derived or analyzed (6) without reference to operator splitting [26, 15, 14, 1, 25, 23, 24, 13].

The two earliest works, [26] and [15], were performed independently at about the same time. Similar

statements can be made about some of the other papers. The interested reader will benefit from the

variety of derivations and results represented in this literature.

Our work in [30] shows that certain important quantities converge in a finite number of iterations,

and {xk} converges q-linearly to a point x∗ ∈ X∗ under certain mild assumptions. These results have

important implications in computation, so we state them below, referring interested readers to [30] for

the proofs.

2.2 Finite Convergence of Support and Signs

We define two index sets, L and E, and then describe a finite convergence result pertaining to the

support and signs of xk.

Although the non-smooth problem (1) may have more than one solution, g (recall that g = ∇f) is

constant at all optimal solutions, that is, there is a g∗ such that g(x) = g∗, ∀x ∈ X∗. Thus the first

order optimality conditions 0 ∈ T1(x) + T2(x) become 0 ∈ SGN(x) + µ̄g∗, which implies that µ̄|g∗| ≤ 1

and the index set {1, . . . , n} can be partitioned into L and E according to

L := {i : µ̄|g∗i | < 1} and E := {i : µ̄|g∗i | = 1}. (12)

Let x∗ be the limit of {xk}. The following hold for all but at most finitely many iterations:

xki = x∗i = 0, ∀ i ∈ L, (13)

sgn(hi(x
k)) = sgn(hi(x

∗)) = −µ̄g∗i , ∀ i ∈ E. (14)

In addition, the numbers of iterations not satisfying (13) and (14) are bounded by, respectively,

‖x0 − x∗‖2/ω2 and ‖x0 − x∗‖2/ν2,

where x0 is the starting point for the iterations (6) and ω := min{ν(1− µ̄|g∗i |) | i ∈ L} > 0.
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When we have µ̄|g∗i | < 1 for all i such that x∗i = 0 (we call such x∗ non-degenerate), then

L = {i : x∗i = 0} and E = supp(x∗). (15)

Combining this with the fixed-point optimality condition (9), we obtain

x∗i = sgn(hi(x
∗)) max{sgn(hi(x

∗))− ν, 0} 6= 0, ∀ i ∈ E,

such that sgn(x∗i ) = sgn(hi(x
∗)). Thus (13) and (14) state that the signs (positive, negative, or zero)

of xk converge to those of x∗ in a finite number of iterations. When x∗ is degenerate (i.e., x∗i = 0 and

µ̄|g∗i | = 1 for some i), we do not have (15), but instead

L ⊂ {i : x∗i = 0} and supp(x∗) ⊂ E. (16)

Therefore, the signs of the components of xk in supp(x∗) will still converge finitely to those of the

corresponding components of x∗, but only the components in L, a subset of {i : x∗i = 0}, are guaranteed

to converge finitely to zero.

Once the components of L converge to zero and the signs of the components of E converge, the

dimension of xk is essentially reduced and the algorithm becomes gradient projection for a quadratic

program of size |E| constrained to a quadrant of R|E|. This observation led us to believe that accelerating

the finite convergence process by increasing ν would accelerate the entire algorithm. Indeed, this hunch

was confirmed by numerical experiments, and motivated us to develop the continuation scheme in

Section 3.2.

2.3 Linear Rate of Convergence

In [30], we also studied the rate of convergence and concluded that for quadratic f , xk converges linearly

at a rate that depends only on the partial Hessian HEE := A>EAE .

A sequence {sk} converges to s q-linearly if the q1-factor is strictly less than one, i.e., if

q1 := lim sup
k→∞

‖sk+1 − s‖/‖sk − s‖ < 1,

and it converges r-linearly if ‖sk − s‖ is bounded by a sequence that converges q-linearly to 0. First,

using the results from [45, 38], we showed that if {xk} converges to x∗ and either one of the following

two conditions hold:

i. HEE(x∗) := [Hi,j(x
∗)]i,j∈E has full rank

ii. f(·) = ‖A(·)− b‖2M for any A, b, and positive definite matrix M ,

then {xk} converges to x∗ r-linearly, and {‖xk‖1 + µ̄f(xk)} converges to ‖x∗‖1 + µ̄f(x∗) q-linearly.

Furthermore, under the first condition above, we can strengthen r-linear convergence to q-linear con-

vergence using the fact that the minimal eigenvalue of HEE at x∗, λEmin, is strictly positive. Namely,

for a particular choice of τ we find that

lim sup
k→∞

‖xk+1 − x∗‖
‖xk − x∗‖

≤
λmax(H)/λEmin − 1

λmax(H)/λEmin + 1
. (17)

A q-linear convergence rate was also obtained for the case that x∗ is non-degenerate and the range space

of HEE is invariant near x∗. Finally, we note that the above conditions usually hold for Problems (4)

and (2) in the context of compressed sensing.
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3 The FPC Algorithm

The iterations (6) are the core of the fixed-point continuation (FPC) algorithm proposed in [30]. Ex-

panding on that work, our implementation is described in detail in the following subsections: Subsection

3.1 discusses the selection of M and µ̄ in the presence of Gaussian noise. Subsections 3.2 and 3.3 de-

scribe two critical acceleration heuristics: continuation on µ̄ and the Barzilai-Borwein step-size on τ ,

respectively. Subsection 3.4 recounts an optional post-processing procedure. Finally, Subsection 3.5

summarizes computation and storage costs. All subsections except for 3.5 are independent of one

another—the reader is invited to peruse at will.

3.1 Selection of M and µ̄

For the remainder of this paper, we assume a simple measurement scenario:

b = A(xs + ε1) + ε2, (18)

where ε1 and ε2 follow the distributions N(0, σ2
1) and N(0, σ2

2), respectively. This subsection studies

the implications of this model for the parameters M and µ̄ in Problem 2.

Equation 18 implies that Axs−b is normally distributed with zero mean and covariance σ2
1AA

T+σ2
2I,

such that

Prob
(
(Axs − b)

T (σ2
1AA

T + σ2
2I)−1(Axs − b) ≤ χ

2
1−α,m

)
= 1− α, (19)

where χ2
1−α,m is the 1−α critical value of the χ2 distribution with m degrees of freedom. Therefore, if

the solution x∗ to Problem 2 is to approximate xs, one should set

M = (σ2
1AA

T + σ2
2I)−1, (20)

and find a µ̄ value that implies ‖Ax∗ − b‖2M ≤ χ2
1−α,m. The M estimate is well-defined (and positive

definite) as long as σ2 is nonzero, or σ1 is nonzero and AAT is nonsingular. An appropriate estimate

for µ̄ is derivable from

n

µ̄2
≥ n‖ATM(Ax∗ − b)‖2∞ ≥ ‖A

TM(Ax∗ − b)‖22 ≥ σ
2‖Ax∗ − b‖2M ,

where the first inequality follows from the optimality condition (11) and

σ2 := λmin(M1/2AATM1/2).

In particular,

µ̄ =
1

σ

√
n

χ2
1−α,m

(21)

is the desired quantity, which is well-defined as long as A and M are full rank.

In the context of (6), having a non-identity M matrix requires additional matrix-vector multipli-

cations. However, in two of the three cases described below it is possible to set M = I and subsume

the noise levels σ1 and σ2 in µ̄. For simplicity of implementation, we also scale A and b so that the

condition for global convergence, 0 < τ < 2/λmax(ATMA), becomes 0 < τ < 2.

Case 0. When σ1 > 0 and AAT is not a multiple of I, M must be explicitly constructed, and we require

estimates of σ2 = λmax(M1/2AATM1/2) and σ2 (obtainable with a few Lancozs iterations, for

instance). Then an equivalent problem to (2) with M and µ̄ defined by (20) and (21) is obtained

by substituting the following quantities for µ̄, A and b:

µ̄ = σ

√
κn

χ2
1−α,m

, Ã =
1

σ
A, b̃ =

1

σ
b, (22)
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where κ = σ2/σ2 is the condition number of M1/2AATM1/2. This yields λmax(ÃTMÃ) = 1, as

desired, since the nonzero eigenvalues of M1/2AATM1/2 and ATMA are equal.

Case 1. If σ1 = 0 and AAT is not a multiple of I, we set M = I, σ2 = λmax(AAT ), σ2 = λmin(AAT ),

κ = σ2/σ2, and

µ̄ =
σ

σ2

√
κn

χ2
1−α,m

, Ã =
1

σ
A, b̃ =

1

σ
b. (23)

Note that for A matrices with i.i.d. entries taken from the standard normal distribution, σ2 ≤(
1 +

√
m
n

)2
n and σ2 ≥

(
1−

√
m
n

)2
n, and these bounds become tight as n→∞ [21].

Case 2. If AAT = cI for some c ∈ R, then we have M = I and

µ̄ =
1

√
σ2

1c+ σ2
2

√
cn

χ2
1−α,m

, Ã =
1
√
c
A, b̃ =

1
√
c
b. (24)

Note that no scaling is required if c = 1.

3.2 Basic FPC: Continuation

The convergence analysis presented in Section 2 suggests that large values of ν = τ/µ̄ may improve

observed convergence rates. In particular, note that the maximum number of iterations not satisfying

(14) is inversely proportional to ν2, and the maximum number of iterations not satisfying (13) is loosely

inversely proportional to this same quantity. Furthermore, 0 is a solution to (2) exactly when

µ̄ ≤
1

‖g(0)‖∞
=

1

‖ATMb‖∞
. (25)

More generally, smaller values of µ̄ in (2) dictate sparser solutions, while large µ̄’s favor less sparse

solutions. This provides a link between smaller µ̄ (hence, larger ν = τ/µ̄) and faster convergence for

{xk} since, for instance, the q-factor in (17) should improve with decreasing |E| via its relationship to

the condition number of HEE(x∗).

For these reasons we do not apply (6) directly to (2), but instead define a series of problems (2),

one for each µ in a finite increasing sequence that ends with the user-supplied µ̄. The fixed-point

continuation (FPC) algorithm then consists of solving these problems with the fixed-point iterations

(6) in turn, the starting point for the next problem being the approximate solution obtained for the

previous problem.

Given a current µ value, µk, and an approximate solution x∗k = x∗(µk), consider the readily-available

quantities g∗k = g(x∗k) and φk = ||Ax∗k− b||M , where the latter notation is inspired by van den Berg and

Friedlander’s work on the Pareto curve (||Ax∗(µ)− b||M , ||x∗(µ)||1) [58]. Two concrete algorithms for

µk+1 emerge by specifying that either

‖g∗k‖∞
‖g∗k+1‖∞

≥ η or
φk

φk+1
≥ η (26)

for some constant η > 1. The optimality condition (11) gives the simple relationship

µk+1 = ηµk (27)

for the former case. For the latter, note that at the next optimal point µk+1‖g(x∗k+1)‖∞ ≤ 1 such that

n

µ2
k+1

≥ n‖ATM(Ax∗k+1 − b)‖
2
∞ ≥ ‖A

TM(Ax∗k+1 − b)‖
2
2 ≥ σ

2‖Ax∗k+1 − b‖
2
M = σ2φ2

k+1. (28)

9



Thus setting

µk+1 = η

√
n

σφk
(29)

ensures that the φ specification will be satisfied. (If one follows the recommendations of Section 3.1,

then this equation should be replaced with

φ̃k := ‖Ãx∗(µk)− b̃‖M , µk+1 = η

√
κn

φ̃k
, (30)

with M = I for Cases 1 and 2, and κ = 1 for Case 2.) Note that (28) and (29) imply that µk+1 ≥ ηµk,

such that the second choice in (26) is the more aggressive of the two for a given η.

To complete the continuation algorithm, note that the first µ value, µ1, can be generated by taking

µ0 = 1/‖ATMb‖∞ and applying (27) or (29). The resulting basic FPC algorithm is presented in

Algorithm 1.

Algorithm 1 Fixed-Point Continuation (FPC)

Require: A, M , b, µ̄; constants τ ∈ (0, 2/λ̂max); η > 1; xtol, gtol > 0

1: xp = 0, x = τATMb, µ = 1
‖ATMb‖∞

2: if µ ≥ µ̄ then

3: return x = 0

4: end if

5: µ = min{output of (27) or (29), µ̄}
6: while µ ≤ µ̄ do

7: while
‖x−xp‖2
‖xp‖2

> xtol
√

µ̄
µ

or µ‖g(xp)‖∞ − 1 > gtol do

8: xp = x

9: g = ATM(Ax− b)
10: y = x− τg

11: x = sgn(y) ◦max
{
|y| − τ

µ
, 0
}

12: end while

13: µ = min{output of (27) or (29), µ̄}
14: end while

15: return x

3.3 Enhanced FPC: BB Steps and Line Search

The convergence results discussed in Section 2 require τ < 2/λ̂max to guarantee that h(·) = (·)−τg(·) is

non-expansive. However, in practice larger τ values sometimes speed convergence. A set of step-lengths

well known for accelerating gradient-descents are the Barzilai and Borwein (BB) steps [3] accompanied

by a line search. The line search is required for convergence (see [12] and the references therein) unless

the objective function is quadratic, strictly convex, and unconstrained.

BB steps significantly improved the speed of GPSR; this motivates us to propose calculating τ

following the BB formula

τ =
‖xk − xk−1‖2

(xk − xk−1)T (gk − gk−1)
. (31)

With an eye towards robustness, the BB version of FPC automatically employs a non-monotone line

search to choose α in the update

xk+1 = xk + α
(
sν ◦ h(xk)− xk

)
. (32)
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The line search consists of an Armijo-type step-length condition, but with a reference function value that

may be larger than the current objective function value. In particular, we follow the parameterization

of [62], which, depending on the value of λ, results in reference values C between the current objective

function value (λ = 0) and the average of all previous values (λ = 1). The resulting algorithm is

Algorithm 2, in which

f(x) = ‖x‖1 +
µ̄

2
‖Ax− b‖2M . (33)

Algorithm 2 FPC with BB-Steps and Non-Monotone Line Search

Require: A, M , b, µ̄; constants τD ∈ (0, 2/λ̂max); η > 1; λ, c, β ∈ (0, 1); xtol, gtol > 0

x = τDA
TMb, µ = 1

‖ATMb‖∞
if µ ≥ µ̄ then

return x = 0

end if

µ = min{output of (27) or (29), µ̄}
while µ ≤ µ̄ do

gp = 0, g = ATM(Ax− b)
Q = 1, C = f(x)

while
‖x−xp‖2
‖xp‖2

> xtol
√

µ̄
µ

or µ‖g(xp)‖∞ − 1 > gtol do

if gp 6= 0 then

τ = ||x− xp||2/(x− xp)T (g − gp)
else

τ = τD
end if

y = x− τg, xp = x, gp = g

x = sgn(y) ◦max
{
|y| − τ

µ
, 0
}

g = ATM(Ax− b)
α = 1

while f(xp + α(x− xp)) > C + cαgTp (x− xp) do

α = αβ

end while

x = xp + α(x− xp)
g = gp + α(g − gp)
Qp = Q, Q = λQp + 1, C = (λQpC + f(x))/Q

end while

µ = min{output of (27) or (29), µ̄}
end while

In practice, our algorithm can stall in the step-size while-loop. Thus, if the line search is not

successful after five tries, we reset τ = τD, recompute y and x, and take α = 1. This heuristic has been

practically successful, and is used in the FPC-BB results reported below. For future work we plan to

make the line search more consistent, and hope to prove convergence for the resulting algorithm.

3.4 Post-Processing: De-biasing

If the original signal is strictly sparse, then compressed sensing signal recovery can be decomposed into

two steps: (i) identifying the nonzero components of x, say xi, i ∈ S ⊂ {1, 2, . . . , n}, and (ii) estimating

those components. A debiasing algorithm, that is Algorithm 3 due to [28], accomplishes (ii) while an
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algorithm like FPC is used for (i). If |S| < m, supp(xs) ⊂ S and b = Axs (σ1 = σ2 = 0), then Algorithm

3 will exactly reconstruct xs [18]. Under the more realistic scenario that at least one of σ1 or σ2 is

nonzero, debiasing is still advantageous in many circumstances, but is more difficult to apply, that is,

to appropriately specify tol.

Algorithm 3 De-biasing

Require: A, b, and approximate solution x; constant tol

1: S = {i | |xi| > tol}
2: if 1 ≤ |S| ≤ m then

3: Z = {1, . . . , n} \ S
4: xZ = 0

5: xS = arg minx ‖ASx− b‖2M
6: end if

We found three times an estimate of the standard deviation of the minimum 2-norm least-squares

solution to ‖Ax−b‖2M to be an effective tol. Recall that the minimum 2-norm solution for minx ‖Ax−b‖2M
is

xLS = A+b = AT (AAT )−1b, (34)

where A+ is the Moore-Penrose inverse of A. If we assume that b was generated according to (18), then

Cov(xLS) = σ2
1A

T (AAT )−1A+ σ2
2A

T (AAT )−2A. (35)

To get a scalar value for tol we note that AT (AAT )−1A ≈ I and AT (AAT )−2A ≈ (AAT )−1. Then since

the largest eigenvalue of (AAT )−1 is 1/σ2, σ2 = λmin(AAT ), we estimate

tol = 3

√

σ2
1 +

σ2
2

σ2
. (36)

3.5 Computational Complexity

We are now in a position to comment on the computational complexity of using FPC, FPC-BB and

debiasing (Algorithms 1, 2, and 3) for compressed sensing signal reconstruction. The storage and

computation requirements of FPC and FPC-BB are listed in Table 1 for three situations of interest. In

the first two, the mn elements of A are explicitly stored and matrix-vector multiplications cost O(mn)

flops. The third case refers to partial fast transform A matrices identified by listing the indices of the

m rows of the n×n transform matrix (FFT, DCT, etc.) used to compute b. In this case, matrix-vector

multiplications cost O(n log n).

The dominant operation in FPC and FPC-BB is matrix-vector multiplication. When M is the

identity matrix, two multiplications, one with A and the other with AT , are required to compute g and

f ; M 6= I adds two multiplications with M . No additional matrix-vector multiplications are required

by FPC-BB’s line search, unless M 6= I. This this case one additional multiplication with M is required

to calculate the new value of f .

Of course the total cost of Algorithms 1 and 2 depends on the number of inner iterations, a quantity

that varies with m, n, k, µ̄, and problem instance. For compressed sensing we found that convergence

usually occurs within 1000 iterations when the original signal is sparse enough to be accurately recon-

structed. Furthermore, the number of iterations is approximately independent of the signal length n

for given ratios δ = m/n and ρ = k/m.

The primary cost of debiasing is that of solving the m × |S| least squares problem listed on line 5

of Algorithm 3. In the explicit A case, we directly formulate and solve the normal equations, which

12



Table 1: Storage requirements and computational complexity of Algorithms 1 and 2 as applied to three

classes of compressed sensing problems. In the computational complexity column k is the number of

line search steps required in a given iteration of Algorithm 2. k is identically equal to zero for Algorithm

1, and most iterations of Algorithm 2 have k = 0 as well.

Storage Computation

Description (array elements) (flops per iteration)

Explicit A, M = I O(mn) O(mn) + kO(n)

Explicit A, M 6= I O(mn+m2) O(mn+m2) + kO(m2)

Fast transform A, M = I O(n) O(n log n) + kO(n)

costs O(m|S|) or O(m2) for formulation (the latter if M 6= I) and O(|S|3) for solution (via Cholesky

factorization and backsolve). We apply the iterative solver LSQR in the fast transform case, which

costs O(n log n) per iteration [44].

4 Experimental Setup

A thorough empirical evaluation was performed for FPC basic and FPC-BB as compared to state-of-

the-art reconstruction algorithms StOMP [18], GPSR [28] and l1−ls [31]. This section describes how

test problems were chosen and how each of the solvers was setup; results and conclusions follow in the

next section.

4.1 Data Generation

Sample problems were generated and solved in Matlab 7.3 running on a Dell Optiplex GX620 with a

3.2 GHz processor and 4 GB RAM.

The problem data A and b were generated according to the data model (18) by specifying the size

and type of A matrix, k = |supp(xs)|, and the standard deviations of the noise vectors, σ1 and σ2.

supp(xs) was generated using randperm; the nonzero values of xs were set to 2*randn. Similarly,

ε1 = σ1*randn(n,1) and ε2 = σ2*randn(m,1).

Both the size and type of A, as well as k, determine the performance of compressed sensing. Our

thorough evaluation includes performance statistics as a function of

δ = m/n and ρ = k/m, (37)

following a similar approach in [18]. Three types of A matrices arising in applications of compressed

sensing were tested. (i) Gaussian A typically refers to m × n matrices whose elements are taken from

the standard normal distribution (A = randn(m,n)). (ii) Column-normalized Gaussian A matrices have

columns scaled to unit norm for StOMP. (iii) Finally, DCT A refers to partial discrete cosine transform

matrices, which are m rows of the n×n discrete cosine transform matrix, chosen uniformly at random.

This latter matrix type satisfies AA> = I, and its matrix-vector product Ax is calculated by calling

y = dct(x) and selecting the desired elements of y. The product with AT is calculated similarly using

idct. The dct and idct functions are in Matlab’s Signal Processing Toolbox.

As shown in Section 3.1, M 6= cI if ε1 6= 0 and AAT 6= I. In this case, A and b were updated

according to Section 3.1. When a non-identity M was dense, A and b were replaced with M1/2A

and M1/2b and the resulting problem was solved using formulation (4) since this is computationally

preferable to (2) given the availability of M1/2.
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4.2 Solver Parameters

Preliminary computational experiments conducted on a (δ, ρ) ∈ [0, 1] × [0, 1] grid guided the selection

of default values for the FPC, StOMP, GPSR and l1−ls algorithm parameters, subject to the guideline

that the non-FPC algorithms’ defaults should be used if possible.

4.2.1 Basic FPC

Our experiments showed that if AAT is not a multiple of I, but M is, then τ should be near 2. For all

other cases, τ should be large when δ is moderate to small (approximately δ ≤ 0.4) and should decay

to 1 as δ increases. In all cases, τ ≥ 1 performed better than τ < 1. Thus, for the former case we set τ

to 2-eps, and for the latter

τ = max{−1.665δ + 2.665, 1.999}. (38)

The initial guess specified in Algorithms 1 and 2 corresponds to h(x) evaluated at x = 0. Other

possible choices include 0, which minimizes ‖x‖1, and AT (AAT )−1b, the minimum 2-norm solution for

minx ‖Ax−b‖2M . The default choice, x0 = τATMb, contains problem-specific information and is simple

to compute. It is also equivalent to AT (AAT )−1b when AAT = I and τ = 1.

The default value of η is 4, which is a carryover from tests conducted with an earlier version of FPC

that used the simple update formula µk+1 = ηµk, but did not initialize µ1 as elegantly. In practice, any

value between 2 and 10 is acceptable. The two update rules, (27) and (29), are qualitatively similar:

the following results use the simpler of the two, (27).

The outer iteration corresponding to µk terminates when

‖x− xp‖2
‖xp‖2

≤ xtol

√
µ̄

µk
and µk‖g(xp)‖∞ − 1 ≤ gtol.

The first criterion requires the last step to be small relative to xk; the second checks to see if com-

plementarity holds at the current iterate. Empirically, the presence of the second condition greatly

improves accuracy, but gtol should be fairly large to ensure fast convergence for most problems. We

use xtol =1E-4 and gtol = 0.2.

4.2.2 FPC with BB Steps

The default values for basic FPC carry over to the BB variant, Algorithm 2. In addition, we set

λ = 0.85, c = 1E − 3, and β = 0.5 based on [62] and the Armijo line search guidelines in [4].

4.2.3 StOMP

StOMP’s default settings include False Detection Rate (FDR) thresholding with parameter value 0.5.

This combination proved to be unsatisfactory in tests with column-normalized Gaussian A matrices and

noisy measurements, in that some nonzero elements were not identified as such. Since False Alarm Rate

thresholding (FAR) seemed easier to tune (its parameter is similar to a confidence level), the results

in this paper use it; the parameter value α = 0.015 was chosen as a compromise between robustness

(favored by smaller α) and speed. The default maximum of 10 iterations was raised to 30 to better

accommodate problems with δ = m/n greater than 0.6.

4.2.4 GPSR

The GPSR results reported in this paper are for GPSR v3.0, which includes a basic algorithm and

an algorithm with Barzilai-Borwein (BB) steps. Continuation is optional in both, and proceeds by

splitting the distance between 1/‖ATMb‖∞ and µ̄ into five (or other user-specified number of) pieces
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of equal log-scale length. Thus the GPSR continuation method is similar to ours, except in its a priori

specification of the number of µ values in the increasing sequence. Most of the GPSR results in this

paper use the BB variant with continuation and line search; the reasoning behind this choice is given

in Section 5.3.

GPSR’s default stopping criterion exits prematurely when µ̄ is large. Adjusting the criterion’s

tolerance based on µ̄ should fix the problem, but we took a different tack for comparison purposes.

Namely, we used GPSR’s objective value stopping criterion and set the required value to that reached

by FPC for the same problem. Similarly, the maximum number of iterations for both algorithms was

set to 1000, and we initialized GPSR with x = ATMb, the option closest to our x = τATMb.

4.2.5 l1−ls

The default values for the algorithm described in [31] work well. The l1 ls code does not provide a

mechanism to specify any x0 value other than 0.

5 Numerical Results

This section presents results from five numerical experiments. In order, the experiments address proof-

of concept (FPC), reconstruction quality (FPC and StOMP), sensitivity to µ̄ (FPC, GPSR and l1 ls),

computation time (FPC, GPSR, l1 ls and StOMP), and reconstruction of 2D medical images (FPC).

Throughout the numerical experiments, compressed sensing reconstruction quality is assessed by com-

paring recovered signals, x, to original signals, xs, using two error metrics: the number of components

in x that do not match the corresponding components in xs to within a relative tolerance of 1E-4, and

the 2-norm relative error ‖x − xs‖/‖xs‖. The former is used exclusively in low noise cases when near

exact reconstruction is possible.

5.1 Proof-of-Concept Demonstration

Figure 1 displays the original, noisy, recovered and debiased signals for a particular compressed sensing

problem generated as per Section 4.1 and solved with FPC. The problem parameters n, m, k, σ1 and

σ2 were chosen to yield an easy problem that demonstrates FPC’s ability to cope with high noise

levels. Indeed, visual inspection shows that FPC was able to recover all of the nonzero elements in

xs significantly larger than the underlying noise, and that the debiased signal’s large nonzero elements

better match the corresponding elements in xs. However, debiasing also eliminated some of the smaller

nonzeros in xs that were found by FPC.

5.2 Reconstruction Quality: A Comparison with StOMP

The purpose of this experiment is to delineate the reconstruction capabilities of algorithms based on

(2) (represented by FPC) in comparison with a greedy approach, StOMP. Since reconstruction quality

varies with the number of measurements, m, and sparsity level, k, all things else being equal, results

are displayed in ρ = k/m versus δ = m/n phase plots where pixel intensity indicates reconstruction

quality. As in [18] we expect these plots to reveal a sharp boundary between the (good) region where

signals are recovered to high accuracy, and the (bad) region where compressed sensing does not work.

Phase plots for FPC and for StOMP are shown in Figures 2 and 3, respectively.

As expected, both algorithms reliably reconstruct compressively sensed signals given enough mea-

surements. The number of measurements required does, however, depend on the A matrix type, the

noise levels, and the reconstruction algorithm. StOMP seems to be especially sensitive to signal noise,

as its presence, at least in our experiments, resulted in a minimum measurement ratio (approximately
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Figure 1: The original, noisy, recovered, and debiased signals for a 128×256 partial DCT A compressed

sensing problem solved with FPC. The original signal has k = 32 nonzeros; the noise levels were set to

σ1 = σ2 = 0.1.

Figure 2: Phase plots for FPC (Algorithm 1). Intensities depict average reconstruction quality (over

thirty runs) as a function of δ = m/n and ρ = k/m. In all cases, n = 512 and darker shades represent

poor reconstruction. Measurement matrix type varies by row: Gaussian A on top, DCT A on the

bottom. Noise scenario varies by column. In the low noise case (left column), reconstruction accuracy

is measured by the number of elements not recovered to a 1E-4 relative error. The middle and right

column plots depict relative 2-norm error, ‖x− xs‖/‖xs‖, with errors less than 1E-2 shaded white.

16



Figure 3: Phase plots for StOMP. Intensities depict average reconstruction quality (over thirty runs)

as a function of δ = m/n and ρ = k/m. In all cases, n = 512 and darker shades represent poor

reconstruction. Measurement matrix type varies by row: Gaussian A on top, DCT A on the bottom.

Noise scenario varies by column. In the low noise case (left column), reconstruction accuracy is measured

by the number of elements not recovered to a 1E-4 relative error. The middle and right column plots

depict relative 2-norm error, ‖x− xs‖/‖xs‖, with errors less than 1E-2 shaded white.

m/n = 0.1) below which no signals were recovered even if they were very sparse. Given the limited

nature of our experimentation with StOMP’s thresholding parameters, this apparent limitation may be

attributable to improper tuning.

In the above results, the FPC algorithm parameter µ̄ was set differently in the low noise scenarios

(σ1 = 0, σ2 =1E-8) than it was in the others. In the former, it is appropriate to decompose recon-

struction into two steps: identifying the nonzero components, and then estimating their values. Thus,

the FPC results for the low noise scenarios are the result of applying FPC with µ̄ = 5000 (orders of

magnitude smaller than the recommended value) and debiasing the result. In the latter, the two steps

are more difficult to differentiate; the remainder of the results used the µ̄ values recommended in Sec-

tion 3.1 and were not debiased. Finally, note that some of the difficulties evident in the high δ = m/n

regions of the StOMP phase plots for noisy problems are attributable to that algorithm reaching the

maximum number of iterations, which was thirty.

This section concludes with some supplemental information. First of all, while [18] does not discuss

the solution of noisy problems in great depth, it does include a phase plot for problems with scaled

Gaussian A matrices and measurement noise for which the signal to noise ratio ‖xs‖/‖AT ε2‖ is equal to

10. By generalizing the signal to noise ratio to ‖xs‖/‖ε1+AT ε2‖, we report average signal to noise ratios

for the scenarios shown in Figure 3 in Table 2. Secondly, Figure 4 depicts a pair of FPC phase plots,

one that does and one that does not include debiasing. Since the locations of these plots’ transition

curves are nearly identical, it seems that debiasing primarily improves reconstruction quality in the

“good” region rather than expanding compressed sensing’s applicability.
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Table 2: Average signal to noise ratios ± two standard deviations for the phase plots shown in Figure

3.

σ1 = 0, σ2 = 1E-8 σ1 = 5E-3, σ2 = 1E-3 σ1 = 1E-2, σ2 = 1E-8

Gaussian A 9E7 ± 1E7 180 ± 40 90 ± 20

DCT A 1E8 ± 4E6 180 ± 40 90 ± 20

Figure 4: Phase plots for FPC (Algorithm 1) following the conventions of Figures 2 and 3 and demon-

strating the effects of debiasing. These problems had DCT A matrices, σ1 = 1E-2, and σ2 = 1E-8; the

intensities represent average relative 2-norm errors, with all values less than 1E-2 shaded white. (a)

Unprocessed FPC results, (b) FPC results post-processed with Algorithm 3.

5.3 Sensitivity to µ̄: A Comparison with GPSR and l1 ls

The regularization parameter µ̄ directly influences reconstruction quality by dictating the balance struck

between solution sparsity and fidelity to measurements. As shown in Section 3.1, the most basic heuristic

concerning µ̄ is that it should be chosen in inverse proportion to the noise level. But how easy is it

to specify a value of µ̄ that is satisfactory with regards to both reconstruction quality and algorithm

performance, given that noise levels are typically unknown?

This problem was investigated by fixing the type of measurement matrix, n, m, k, σ1 and σ2, and

then solving ten problems with many values of µ̄. The resulting data were analyzed by plotting average

2-norm relative error and computational time versus µ̄, along with a vertical line at the location of the

µ̄ value recommended by Section 3.1. The scope included each of the three algorithms, FPC, GPSR

and l1 ls, that solve (2).

Figures 5 and 6 depict experimental results for FPC, GPSR and l1 ls in two low noise, and two high

noise cases, respectively. The low noise cases include (a) a hard problem, where xs was only moderately

sparse, and (b) an easy problem, where ρ = k/m = 0.1. The high noise cases only differ in measurement

matrix type, and were fairly easy to solve since (δ, ρ) = (0.5, 0.3) is well within the good regions shown

in Figure 2.

Except in the low noise, hard case (Figure 5(a)), the recommended value of µ̄ appears to be a good

choice, since it is close to the smallest value where the relative error reaches a minimum . Although

computing the recommended µ̄ requires estimates of σ1 and σ2, Figures 5 and 6 indicate that the

situation is not too dire, as order of magnitude estimates are usually sufficient to obtain good results.

In many cases, a slight overestimate of µ̄ should assure good accuracy. However, overestimates are

ill-advised in low noise situations, and should not be overdone with high noise levels, since in the former
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Figure 5: The effects of µ̄ on the accuracy and speed of FPC-BB, monotone GPSR-BB with continuation,

and l1 ls for two sets of compressed sensing problems with Gaussian A matrices, n = 1024, σ1 = 0 and

σ2 = 1E-8. As usual, δ = m/n and ρ = k/m. The vertical dotted lines mark the recommended µ̄ values

(Section 3.1).
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Figure 6: The effects of µ̄ on the accuracy and speed of FPC-BB, monotone GPSR-BB with continuation

and l1 ls for two sets of compressed sensing problems with σ1 = 1E-2, σ2 = 1E-2, δ = m/n = 0.5 and

ρ = k/m = 0.3: (a) Gaussian A and (b) DCT A. The vertical dotted lines mark the recommended µ̄

values (Section 3.1).

case the extra computational effort is unlikely to yield great accuracy gains, and in the latter the

resulting solution may be too dense as compared to xs.

Of the three algorithms, l1 ls is the most reliable at solving (2), even in hard cases. However, it is

much slower than FPC and GPSR, and, as an interior point algorithm, produces dense solutions. The

FPC results shown in Figures 5 and 6 demonstrate good accuracy and good speed; they were produced
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Figure 7: Performance of FPC and FPC-BB as a function of µ̄. (a) Problems with 307 x 1024 Gaussian

A matrices, k = 31, σ1 = 0 and σ2 = 1E-8; (b) 2458 x 8192 partial DCT A matrices with k = 246, σ1 =

1E-2 and σ2 = 1E-2. The vertical dotted lines mark the location of the recommended µ̄ values (Section

3.1).
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Figure 8: Solution relative error as a function of µ̄ for the non-monotone variant of GPSR-BB applied

to compressed sensing reconstruction problems with Gaussian A, n = 1024, m = 0.3n, k = 0.1m,

and σ2 = 1E-8. Observe the divergence of the algorithm when σ1 =1E-2 and µ̄ exceeds an arbitrary

threshold.

using the Barzilai and Borwein variant of FPC, Algorithm 2. FPC-BB usually outperforms basic FPC

with respect to both accuracy and speed, as demonstrated in Figure 7. Thus, the BB-step variant is

used in the remainder of this paper.

GPSR-BB also outperforms basic GPSR, but the default version sometimes diverges when µ̄ exceeds

some threshold value, see Figure 8. GPSR-BB with monotone line search does not have this problem,

and still outperforms the basic algorithm—the results in this paper use this variant unless stated

otherwise. We also use GPSR 3.0’s default continuation scheme, which consists of an increasing sequence

of five µ values, and is a large improvement over using µ̄ without continuation, see Figure 9.

FPC and GPSR are similar in many ways. However, in our tests, FPC was usually more accurate

and faster than GPSR. The main exception of note is problems with DCT A matrices and signal noise.
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Figure 9: Performance of monotone GPSR-BB without and with continuation, shown as a function of

µ̄. (a) Problems with Gaussian A, n = 1024, m = 0.3n, k = 0.2m, σ1 = 1E-2 and σ2 = 1E-8; (b) partial

DCT A matrices, n = 8192, m = 0.5n, k = 0.2m, σ1 = 1E-2 and σ2 = 1E-2. The vertical dotted lines

mark the location of the recommended µ̄ values (Section 3.1).

As demonstrated in Figure 6(b), in these cases GPSR may be significantly faster than FPC, but usually

does not achieve the same level of accuracy. It is the authors’ opinion that the default performance

of GPSR would be enhanced by an adaptive continuation method that does not rely on an a priori

specification of the number of intermediate µ values, and a stopping criterion that is independent of µ̄.

In the interest of reproducibility, we report that the Gaussian A trials of this experiment had

n = 1024, and the DCT A trials used n = 8192. The same random number generator seed was used for

each experiment so that the same ten problems were solved by each algorithm for a given set of problem

parameters. For each algorithm, one trial was conducted for every combination of measurement matrix

type, nine (δ, ρ) combinations, and four noise scenarios—72 trials total. The (δ, ρ) combinations were:

(0.1,0.1), (0.1,0.2), (0.3,0.1), (0.3,0.2), (0.3,0.3), (0.5,0.1), (0.5,0.2), (0.5,0.3), and (0.5,0.4). The noise

scenarios were (σ1, σ2) = (0,1E-8), (0,1E-2), (1E-2,1E-8), and (1E-2,1E-2). The µ̄ values were specified

using equally spaced exponents, as in the list {10−1, 10−0.75, 10−0.5, 10−0.25, 100}, and were always

plotted using a log scale. We should also mention that the recommended µ̄’s, although they depend

on a χ2
1−α,m value, are not overly sensitive to the confidence level, α. For instance, the wide range

of α-values α = 0.05, 0.25, 0.5, 0.75, and 0.95, corresponds to a fairly narrow range of
√
n/χ2

1−α,m

values, namely, 1.34, 1.38, 1.42, 1.44, 1.49, when m = 512 and n = 1024. A good, simple estimate for√
n/χ2

1−α,m is
√
n/m, which is

√
2 ≈ 1.41 in the above case.

Returning to the experimental results, the failure of FPC and GPSR to be as accurate as l1 ls in

hard cases, that is, when ρ = k/m is large, likely has to do with gradient-type method chattering. The

problem can be alleviated somewhat by tightening the inner loop stopping tolerances, but it is beyond

the scope of this work to determine how to do so automatically (when ρ is unknown) and without

sacrificing speed. As a final note, the minimum relative error achievable by l1 ls is tied to its duality

gap target. Tightening this tolerance would have allowed l1 ls to match the accuracy achieved by FPC

in the low noise case shown in Figure 5(b).
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5.4 Computational Time: A Comparison with GPSR, l1−ls, and StOMP.

Given that even a black and white 512 × 512 image is a signal of length 262,144, the primary goal of

every compressed sensing recovery algorithm is to quickly solve large problems. This section tests the

speed of FPC-BB (Algorithm 2), GPSR-BB (with monotone line search and continuation), l1 ls and

StOMP using an experimental set-up that is identical to the µ̄ studies of the previous section, except

that now µ̄ is fixed, and n is iteratively increased. Each results table lists computational times and

relative errors for a given value of n, along with an estimate of how computational time scales with n.

Namely, we assume the model CPU Time = Cnα and list a least-squares estimate for α. For simplicity,

we will refer to FPC-BB as FPC, and GPSR-BB as GPSR in the remainder of this section.

The implicit storage and fast matrix multiplications associated with partial DCT matrices enabled

the solution of problems with n = 8, 388, 608 and k,m small in just a few minutes. In contrast, the

explicit storage of the Gaussian matrices limited those problems to n = 8, 192 or less, with computation

times also on the order of several minutes. Compared to FPC and GPSR, StOMP was usually slower,

and could not recover the original signal at all (δ, ρ) values of interest. StOMP applied to problems

with Gaussian matrices scales more poorly with n than the other algorithms, as evidenced by α values

between 2.4 and 2.9 as opposed to the other algorithms’ 1.6 to 2.1. The α values are all fairly similar

(near 1) for problems with partial DCT matrices.

The interior point algorithm, l1 ls, is typically orders of magnitude slower than FPC and GPSR,

with the exception that GPSR and l1 ls are about the same speed when noise levels are low and µ̄

is set to the recommended value. As usual, l1 ls demonstrated good accuracy. On the other hand,

GPSR’s accuracy was sometimes found lacking in comparison to the other algorithms. Its relative

standing, in terms of speed and accuracy, is better when noise levels are high and the problems are

solved using smaller µ̄ values plus debiasing. In these cases, the performances of GPSR and FPC are

quite comparable; otherwise, FPC is usually faster, often significantly so.

We now present several sets of detailed results.

For problems with Gaussian A matrices and (σ1, σ2) = (0,1E-8), GPSR is not able to achieve the

same accuracy as FPC and l1 ls unless µ̄ is significantly reduced from the recommended value. Indeed,

it is more efficient for all of these algorithms to use a smaller value of µ̄ and debias the results anytime

noise levels are low. Thus, the FPC, GPSR and l1 ls results reported in Table 3 used µ̄ = 200 and

include debiasing. Those data show that GPSR and FPC perform similarly on easy problems of this

type, but FPC solves the harder (that is, less sparse) problems faster. The l1 ls results follow the

theme of the previous section in that l1 ls is again much slower than FPC and GPSR, but is more

accurate. StOMP (solving slightly different problems, as described in Section 4.2.3) appears to be the

most accurate solution method, but was consistently slower than FPC and GPSR. Furthermore, StOMP

scales more poorly with n than any of the other algorithms.

Table 4 shows results for Gaussian A matrices with σ1 = 0, σ2 = 1E-2 and µ̄ set to the recommended

values. In this case, GPSR is much slower and less accurate than FPC, while l1−ls remains slow but

accurate. StOMP’s performance generally degrades as compared to the low noise case: It was not able

to solve all five problems to a reasonable level of accuracy when δ = 0.1 (not surprisingly, considering

Figure 3), and l1−ls was always more accurate when δ = 0.3. In addition, StOMP’s α values are still

significantly higher than the other algorithms’.

When there is noise on the signal (σ1 6= 0), GPSR’s accuracy is typically competitive with FPC

and l1−ls’s at all µ̄ values. Those µ̄ values are quite costly to calculate, however, since they require

the largest and smallest eigenvalues of M1/2AATM1/2, M = (σ2
1AA

T + σ2
2I)−1. Thus one might ask

if it is possible to obtain reasonable results if M is set to an appropriate multiple of I, rather than to

(σ2
1AA

T + σ2
2I)−1. To this end we set

M = (σ2
1σ

2I + σ2
2I)−1, (39)
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Table 3: Timing study results for Gaussian A matrices, σ1 = 0 and σ2 = 1E-8. The growth of CPU

time with n is reflected in the 90% confidence intervals listed for α, which were calculated by applying

linear least squares to estimate logC and α in the model log CPU time = logC +α log n (CPU time =

Cnα). The CPU times and relative errors (‖x− xs‖/‖xs‖) correspond to n = 8192.

δ = 0.1 δ = 0.3

α CPU (s) Rel. Err. α CPU (s) Rel. Err.

ρ = 0.3 FPC N/A 1.9± 0.2 25.9 6.2E-2

GPSR N/A 1.7± 0.2 42.6 6.5E-2

l1−ls N/A 1.8± 0.5 188 5.8E-2

StOMP N/A 2.7± 0.2 47.9 3.1E-6

ρ = 0.2 FPC 1.6± 0.2 6.28 1.4E-1 1.8± 0.5 9.70 5.2E-3

GPSR 1.6± 0.2 9.68 1.5E-1 1.6± 0.6 10.0 5.2E-3

l1−ls 1.6± 0.1 78.4 1.2E-1 1.8± 0.3 100 4.9E-3

StOMP not recovered 2.5± 0.2 19.9 1.6E-6

ρ = 0.1 FPC 1.6± 0.2 1.69 8.9E-3 1.8± 0.1 4.11 3.0E-3

GPSR 1.6± 0.5 1.75 8.9E-3 1.6± 0.2 4.33 3.0E-3

l1−ls 1.6± 0.4 35.2 8.9E-3 1.7± 0.2 62.6 2.9E-3

StOMP 2.4± 0.3 2.02 3.4E-8 2.4± 0.2 8.62 1.1E-8

Table 4: Timing study results for Gaussian A matrices, σ1 = 0 and σ2 = 1E-2. See Table 3 for a

description of α. The CPU times and relative errors correspond to n = 8192.

δ = 0.1 δ = 0.3

α CPU (s) Rel. Err. α CPU (s) Rel. Err.

ρ = 0.3 FPC N/A 2.1± 0.1 32.8 2.2E-1

GPSR N/A 1.7± 0.1 84.4 3.6E-1

l1−ls N/A 1.9± 0.3 > 600 8.2E-2

StOMP N/A 2.8± 0.1 174 2.8E-1

ρ = 0.2 FPC 1.7± 0.1 4.41 2.8E-1 1.8± 0.3 16.5 6.0E-4

GPSR 1.6± 0.1 29.5 4.1E-1 1.7± 0.1 86.2 2.2E-1

l1−ls 2.1± 0.2 1190 1.1E-1 1.8± 0.1 494 1.1E-3

StOMP not recovered 2.8± 0.1 205 2.2E-2

ρ = 0.1 FPC 1.8± 0.1 3.62 9.4E-4 1.8± 0.2 7.35 3.4E-4

GPSR 1.6± 0.2 29.3 2.0E-1 1.8± 0.2 85.6 9.7E-2

l1−ls 1.7± 0.2 137 9.5E-4 1.9± 0.1 268 4.5E-4

StOMP not recovered 2.7± 0.1 139 2.6E-2
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Table 5: Timing study results for Gaussian A matrices, δ = 0.3, σ1 = 1E-2 and σ2 = 1E-2. See Table

3 for a description of α. Here α’s and CPU times are presented for problem generation (data) and

solution (solve) using the full M (20) and the approximate M (39). Problem generation (data) includes

the calculation of A, b, M and µ̄. The timings and relative errors correspond to n = 8192. Since StOMP

does not use formulation (2), its results are listed arbitrarily under Full M .

Full M Approx. M

Data Solve Data Solve

α CPU (s) α CPU (s) Rel. Err. α CPU (s) α CPU (s) Rel. Err.

ρ = 0.3 FPC 2.9 829 1.8 11.5 1.2E-1 1.8 1.02 1.8 15.2 1.4E-1

GPSR ” ” 1.9 50.5 1.2E-1 ” ” 1.7 73.2 1.4E-1

l1−ls ” ” 1.8 128 1.0E-1 ” ” 1.8 298 1.0E-1

StOMP 1.9 1.52 not recovered N/A

ρ = 0.2 FPC 2.8 826 1.9 6.37 3.2E-2 1.7 1.02 1.9 9.07 3.6E-2

GPSR ” ” 1.8 10.0 3.2E-2 ” ” 1.8 24.6 3.6E-2

l1−ls ” ” 1.8 55.6 3.2E-2 ” ” 1.7 158 3.4E-2

StOMP 2.0 1.52 2.8 198 9.1E-1 N/A

ρ = 0.1 FPC 2.9 824 1.8 4.09 2.5E-2 1.8 1.02 1.8 5.63 2.7E-2

GPSR ” ” 1.7 4.59 2.5E-2 ” ” 1.8 7.60 2.7E-2

l1−ls ” ” 1.6 39.5 2.5E-2 ” ” 1.8 110 2.7E-2

StOMP 1.8 1.52 2.9 174 4.8E-2 N/A

where σ2 =
(
1 +

√
m
n

)2
n is an upper bound approximation to λmax(AAT ). Following the developments

of Section 3.1, the appropriate value of µ̄ in this case is

σ2

σ
√
σ2

1σ
2 + σ2

2

√
n

χ2
1−α,m

, (40)

where σ2 =
(
1−

√
m
n

)2
n is a lower bound approximation to λmin(AAT ). This value of µ̄ matches (23)

when σ1 = 0. Relevant timing results for Gaussian A matrices with δ = 0.3, σ1 = 1E-2 and σ2 = 1E-2

are shown in Table 5.

Those results support the use of (39) as an effective, less costly substitute for (20). While the FPC,

GPSR and l1−ls solve times are significantly longer with the approximate, rather than the full, M

matrix, the data times are hundreds of times faster. Thus we recommend using the full M matrix to

solve many problems of the same size and noise characteristics, and the approximate M when any of

m, n, σ1 or σ2 vary. Also note that (for these particular cases) StOMP is consistently slower than all

of the other algorithms, and does not provide any gain in accuracy.

The results for DCT A matrices are fairly similar across the noise scenarios, the only remarkable

exception being that StOMP performs much better when there is less noise (it is sometimes the fastest).

Representative results are shown in Tables 6 and 7. All algorithms scale approximately linearly with

n; the relative speed rankings vary with δ, ρ, µ̄ and noise scenario. When µ̄ is set to the recommended

value, FPC is consistently faster than GPSR and l1−ls, and is also faster than StOMP, except in the

lowest noise case with (δ, ρ) = (0.3, 0.1). The computational times for FPC and GPSR are often quite

similar when µ̄ is set to a smaller value (100 or 50 in Tables 6 and 7, respectively) and the initial

results are debiased. FPC and GPSR are always faster than l1−ls and StOMP. Achieved accuracy

varies somewhat depending on δ, ρ and solution algorithm. Harder problems (larger ρ) result in worse
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Table 6: Timing study results for DCT A matrices, σ1 = 0 and σ2 = 1E-8. For FPC, GPSR and

l1−ls, rec indicates that µ̄ was calculated using (24); db denotes results calculated with µ̄ = 100

plus debiasing. See Table 3 for a description of α. The CPU times and relative errors correspond

to n = 32768. FPC, GPSR and StOMP solved the largest problems for this scenario, which had

n = 2097152 (at a few different combinations of δ, ρ, µ̄ and algorithm).

δ = 0.1 δ = 0.3

α CPU (s) Rel. Err. α CPU (s) Rel. Err.

ρ = 0.3 FPC rec N/A 1.14± 0.05 12.6 1.8E-1

FPC db N/A 1.02± 0.02 10.1 2.8E-1

GPSR rec N/A 1.04± 0.03 50.3 4.0E-1

GPSR db N/A 1.05± 0.03 21.4 7.9E-2

l1−ls rec N/A 1.0± 0.1 354 5.3E-2

l1−ls db N/A 1.01± 0.04 52.4 3.8E-1

StOMP N/A not recovered

ρ = 0.2 FPC rec 1.14± 0.03 8.43 5.1E-1 1.05± 0.02 9.23 4.1E-8

FPC db 1.02± 0.02 10.5 1.2E-1 1.03± 0.01 5.09 2.3E-3

GPSR rec 1.05± 0.03 49.5 6.7E-1 1.04± 0.03 50.2 8.8E-2

GPSR db 1.06± 0.03 14.4 1.0E-1 1.04± 0.02 3.88 2.3E-3

l1−ls rec 1.02± 0.09 612 9.3E-2 1.09± 0.04 47.8 6.5E-4

l1−ls db 0.93± 0.03 57.0 1.5E-1 1.08± 0.04 21.1 2.2E-3

StOMP not recovered 1.02± 0.01 12.5 1.0E-5

ρ = 0.1 FPC rec 1.26± 0.02 12.2 1.1E-1 1.02± 0.02 4.80 2.7E-8

FPC db 1.06± 0.01 3.66 7.6E-3 1.02± 0.01 3.33 1.2E-3

GPSR rec 1.10± 0.03 49.5 3.8E-1 1.04± 0.03 50.2 2.0E-2

GPSR db 1.05± 0.01 2.64 7.6E-3 1.06± 0.01 2.19 1.2E-3

l1−ls rec 1.03± 0.04 59.1 3.3E-4 1.06± 0.05 21.3 2.8E-4

l1−ls db 1.08± 0.03 24.6 7.6E-3 1.08± 0.04 15.8 1.1E-3

StOMP not recovered 1.03± 0.02 4.19 7.0E-6

accuracy and wider gaps between algorithms. Again, StOMP is not able to recover some signals that

are recoverable with the other algorithms, in line with the Figure 3 phase plots.

All of the results in this section were generated starting with a set of runs at n = 256. The problem

size was subsequently increased by a factor of two until the average solve time exceeded five minutes or

n reached an upper bound. To reduce the overall runtime, each data point is the average of just five

runs, rather than the ten of the previous section. For each table, the solve times are reported for the

largest value of n for which there are results for every algorithm.

5.5 Realistic Examples

We tested FPC on six images: the Shepp-Logan phantom available in the Matlab Image Processing

Toolbox, and five medical images (three MRI’s and two CT scans) in public domain. Compressed

sensing problems based on these images were formulated and solved using the SPARCO toolbox [59]

which, among other things, facilitates the application of linear operators to two-dimensional signals

(images) in addition to conventional one-dimensional signals (vectors).

In SPARCO, and in the discussion that follows, two-dimensional signals are vectorized before the
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Table 7: Timing study results for DCT A matrices, σ1 = 1E-2 and σ2 = 1E-8. For FPC, GPSR

and l1−ls, rec indicates that µ̄ was calculated using (24); db denotes results calculated with µ̄ = 50

plus debiasing. See Table 3 for a description of α. The CPU times and relative errors correspond

to n = 131072. Again, FPC, GPSR and StOMP were each able to solve at least one problem with

n = 2097152.

δ = 0.1 δ = 0.3

α CPU (s) Rel. Err. α CPU (s) Rel. Err.

ρ = 0.3 FPC rec N/A 1.04± 0.01 33.9 1.2E-1

FPC db N/A 1.02± 0.01 36.0 7.8E-2

GPSR rec N/A 1.09± 0.03 175 1.2E-1

GPSR db N/A 1.08± 0.02 66.7 9.4E-2

l1−ls rec N/A 1.03± 0.04 307 9.7E-2

l1−ls db N/A 1.02± 0.05 158 1.5E-1

StOMP N/A not recovered

ρ = 0.2 FPC rec 1.01± 0.02 36.3 1.8E-1 1.02± 0.01 18.3 3.3E-2

FPC db 1.01± 0.01 29.1 1.3E-1 1.00± 0.01 18.7 1.6E-2

GPSR rec 1.04± 0.04 147 1.8E-1 1.07± 0.02 33.4 3.3E-2

GPSR db 1.05± 0.03 41.7 1.5E-1 1.03± 0.02 20.2 2.2E-2

l1−ls rec 1.01± 0.03 483 1.6E-1 1.04± 0.04 151 3.3E-2

l1−ls db 0.96± 0.04 163 1.5E-1 1.09± 0.04 103 2.3E-2

StOMP not recovered 1.07± 0.01 61.0 1.1E-2

ρ = 0.1 FPC rec 1.00± 0.01 16.8 5.9E-2 1.01± 0.01 11.6 2.5E-2

FPC db 1.01± 0.01 12.5 3.4E-2 1.00± 0.01 11.9 1.2E-2

GPSR rec 1.06± 0.01 31.3 5.9E-2 1.04± 0.03 13.8 2.5E-2

GPSR db 1.03± 0.03 13.4 3.4E-2 1.04± 0.03 11.5 1.6E-2

l1−ls rec 0.98± 0.02 212 5.8E-2 1.03± 0.04 99.9 2.5E-2

l1−ls db 1.02± 0.04 114 3.5E-2 1.06± 0.05 82.8 1.6E-2

StOMP not recovered 1.09± 0.01 21.9 1.1E-2
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application of any linear operators. For instance, a black-and-white image can be represented as a

Rn×m matrix of pixel intensities, Z. The vectorized form of this signal is z = vec(Z) ∈ Rnm defined by

stacking Z’s columns on top of each other, that is

zT =
(
ZT1 ZT2 · · · ZTm

)
. (41)

The experiments are based on the assumption that the images have relatively sparse representations

in Haar wavelets; that is, for the true vectorized signal z ∈ Rn, there exists an x ∈ Rn such that

z = Wx, (42)

where W ∈ Rn×n is the Haar wavelet basis, and x is approximately sparse (x = xs+ε, where supp(xs)�
n and ε is a noise-like vector of small values). We use a random subset of m discrete cosine transform

(DCT) coefficients of z, m < n, as our measurements, that is

b = Ãz, (43)

where Ã ∈ Rm×n is the appropriate partial DCT matrix. We then try to obtain approximate wavelet

coefficients x̂ of z by solving

min
x
‖x‖1 +

µ̄

2
‖Ax− b‖2, A = ÃW ∈ Rm×n, (44)

using our FPC code. Finally, we complete the recovery by computing ẑ = Wx̂.

Reconstruction results are summarized in Figure 10, which shows each original image along with the

images recovered using δ = m/n = 0.25, 0.50, and 0.75. De-biasing did not improve the quality of the

recovered images, likely because the true wavelet coefficients are not strictly sparse (many are small,

but not exactly zero).

Quantitatively and by eye, the reconstruction quality seems good, except when δ = 0.25. We note

that for some of these images, a total-variation regularization would probably be more suitable than the

`1-regularization used here. On the aforementioned Dell computer, the FPC solve times were between

1.4 to 3.5 seconds for the 128 by 128 Shepp-Logan phantom image, 4.7 to 13.2 seconds for the two 256

by 256 MRI images, and 20.5 to 59.2 seconds for the three 512 by 512 images (one MRI and 2 CT

scans).

6 Conclusions

We conducted a comprehensive computational study comparing four state-of-the-art compressed sensing

recovery algorithms, including our fixed-point continuation (FPC) algorithm. Extensive numerical

results indicate that FPC is competitive with, and often superior to, the other algorithms, especially

when the data are noisy and the problems are large. We also provide guidance for choosing the `1
regularization parameter, µ̄, and the scaling matrix, M , based on a simple measurement model and

noise level estimates.

We caution that most of the problems solved in this work were well within the good region for

compressed sensing, that is, relative to the number of non-zero coefficients in the original signal, there

were plenty of measurements. In some cases, it may be necessary to push the methodology and use

fewer measurements—such situations merit further study.
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